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Abstract
Within cities, firms in denser areas are larger, more productive and profitable, and
pay higher wages. Local variation in density accounts for between 50-100% of city-size
elasticities. I model the mechanisms behind these density elasticities, including worker
and firm sorting, generating two tests for sorting: when agents sort, changes in density
at one location have heterogenous effects on other locations, and firm sorting implies
that observed productivity-density elasticities must be larger than a linear combination
of price elasticities. Results suggest that worker-location sorting contributes to density
elasticities within cities, while firm sorting is only present in some industries.
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1. Introduction
Relative to firms in Downtown Youngstown Ohio, the average firm in Midtown Manhattan is almost 70% larger and pays workers over three times as much.1 These differences
may be due to differences in prices, in worker quality, in the industry or underlying productivity of the firms in each city, or may be due to location-specific productivity differences.2
The latter possibility and the overall positive relationship between city size and productivity has led to the suggestion that allowing large cities like New York to grow and absorb
population and firms from cities like Youngstown can generate significant welfare gains.3
However, economic activity also varies across locations within cities. Maspeth, Queens,
two miles from Midtown, is less dense than Midtown. It has smaller firms and lower wages.
Likewise, Schenley, Youngstown is less dense than Downtown Youngstown and has smaller
firms that pay less. Is there a consistent relationship between firm outcomes and density
within cities that is analogous to the city-size productivity relationship? Is this relationship
due to the type of activity taking place at these locations or the quality of agents at these
locations or due to the characteristics of the locations themselves?
Moreover, Maspeth, Queens is as dense as Downtown Youngstown, and the two areas
have very similarly sized firms with similar wages. This raises an additional question: are
firms different in New York because of the city’s size, or does the average firm in New York
look different because New York has, on average, denser neighborhoods?
This paper seeks to address these questions. It provides the first comprehensive documentation of an economically meaningful relationship between density and economic
outcomes within cities and industries and evaluates the contribution of these relationships
to cross-city agglomeration elasticities. It models the potential forces underlying these
relationships, and then uses the model to test for the presence of these forces within cities.
Using establishment-level Census data, I document the cross-sectional micro-geographic
relationship between density and establishment outcomes. My main specification identifies
the elasticity between tract-level employment density and establishment-level measures
controlling for industry-city-year fixed effects. I find that establishments in the same city
and manufacturing industry in areas of the city with twice the employment density are on
average 9% larger by sales, 6% by employment, up to 3% more productive, and 1% have
1

Data on firm size, measured as employees per establishments, and pay per worker, measured as total
payroll divided by total number of establishments, as well as employee density, measured as employees per
square mile, is from 2012 Zip-code Business Patterns for zipcodes 10019, 44503, and below for zipcodes
11378 and 44509.
2
For an overview of the city-size productivity relationship, see Rosenthal & Strange (2004, 2001) as well
as Ciccone & Hall (1996), Maré et al. (2006), and Combes et al. (2010).
3
Gaubert (2018) discusses the effects of relaxing zoning constraints on productivity while Hsieh & Moretti
(2019) discuss the effects of the same on wages.
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higher profits.45 They pay workers 3% more and hire more non-production workers. These
elasticities are even higher for firms in the Business Services sector. In sum, firms in the
same industry appear to differ within cities in large ways; these differences appear highly
correlated with local density; and some of those differences may be due to differences in
their workforces.
To what extent do these within-city elasticities contribute to cross-city agglomeration
elasticities? Each of these within-city elasticities has a cross-city counterpart, and larger
cities also have more dense tracts. Together, these two facts mean there is scope for the
within city relationships to partially or fully account for the cross-city relationships. Alternatively, there may be a city size premium over and above tract density.
To investigate the contribution of local and city-level measures of density to the spatial
variance in economic activity explained by both, I regress each establishment outcome on
tract density and city size jointly, as well as industry-year fixed effects. Tract-level measures
explain nearly all, half, and two thirds of the spatially-related variance of establishment
size, productivity, and pay per worker, respectively.
I develop a multi-industry model of firm and worker location choice that nests three
forces that jointly rationalize the patterns in the data: location-specific productivity, firm
sorting, and worker sorting. In the model, workers and firms of differing qualities choose
locations for production. Locations vary in their underlying productivity. Landowners
respond to higher demand at higher-productivity locations by providing more space, or
density, so that a density-productivity relationship arises endogenously from local productivity differences as well as from the sorting behavior of firms and workers.6 The model
can account for the spatial organization of industries within cities and the cross-sectoral
heterogeneity in the elasticities.
The model shows how complementarity from multiple sources may drive the crosslocation relationships: locations can be complementary to firm or worker type or both, and
complementarity between any two pairs of heterogeneity can generate positive assortative
matching between the three. In other words, firms can sort into locations even in the
absence of firm-location log-supermodularity. Each potential sorting channel amplifies the
complementarity driving the other as well as the resulting wage, rent, productivity, and
profit elasticities. Observable firm and worker outcomes are co-determined by their joint
spatial sorting. One implication of this is that empirical specifications that fail to account
4

The density-productivity elasticity measured using average revenue product are 3%, and about 1% and
2% using value added per worker and TFPr, respectively.
5
In addition, I find capital per worker and the ratio of production workers falls with density.
6
Online Appendix C demonstrates how location productivity may be endogenously derived in this context
through productivity spillovers as well as market access.
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for one dimension of heterogeneity and sorting may misidentify the contribution of the
other heterogeneities to observed agglomeration elasticities – both within and across cities.
The model delivers two comparative static tests that distinguish between (worker and
firm) sorting and location-specific productivity. The first test examines the effects of the
addition of density: sorting predicts an additional unit of space provided by landowners in
one location results in heterogeneous effects on the quality of entrants at other locations.
The second test relates the elasticity of observed productivity to a linear combination of
price elasticities.
The first test leverages the fact that changes in the density landowners provide to firms
in one area of the city affect observed productivity at all other locations through the equilibrium assignment functions of workers and firms. These changes are heterogenous: an
increase in economic activity at one location pulls relatively higher quality agents from
less-dense locations and lower quality agents from denser locations. This jointly tests the
hypotheses that firm or worker sorting contribute to the agglomeration elasticities.
I find heterogeneous effects of new construction: more construction in a given tract is
associated with increases in observed productivity at tracts that were initially denser, but
decreases in observed productivity at tracts that were initially less dense. These results
are consistent with the predictions of the model’s comparative statics in the presence of
worker or firm sorting. This implies that worker and firm sorting may both impact the
overall spatial distribution of economic activity.
New construction is not exogenously determined. To deal with omitted variable bias
and the endogenous site selection of developers, I construct an instrumental variable for
the construction of additional commercial and industrial space at specific locations based
on Mueller & Giroud (Forthcoming). I use cross-city linkages within real estate investment firms to predict a firms’ construction expenditures at specific locations using the
revenues of other firms in linked markets. Instrumenting for construction expenditures
using predicted expenditures, I find heterogeneous effects of construction in a given tract
on relatively more and less dense tracts, consistent with those found using OLS.
The second test is specific to firm sorting: if firms in a given industry sort, the observed
density-productivity elasticity must be larger than a linear combination of the density-rent
and density-wage elasticities in that industry. The intuition is that observed productivity
differences must more than account for observable cost differences in that industry. Only
31 out of 86 observed 4-digit manufacturing industries have positive estimates of this
elasticity combination and only eight are statistically larger than zero, while the presence
of firm sorting can be rejected in 20 industries.
This paper’s main empirical contribution is to document within-city agglomeration elas4

ticities and explain how this within-city variation can account for cross-city elasticities. It
is the first paper to document these within-city agglomeration elasticities.78 By showing
how they can account for cross-city elasticity, this paper raises the point that the spatial
organization of economic activity within cities contributes to the organization of the same
across cities.9
This paper also makes a theoretical and empirical contribution to two literatures that
have each investigated spatial sorting, one of workers10 and the other of firms.11 I generate
reduced-form evidence that agglomeration elasticities are partially the result of firm and
worker sorting. Until now, these literatures have addressed sorting of workers and firms
separately from each other. The model here bridges these literatures by highlights how,
just as sorting itself can mimic and augment traditional agglomeration forces, worker and
firm sorting might also mimic and augment each other. The model also shows how space
can serve as an input in firm-worker matching.12
The remainder of the paper is structured as follows. Section 2 presents the data
and measures used and the four stylized facts central to the paper. Section 3 explores
how within-city agglomeration elasticities can account for cross-city elasticities. Section 4
presents the model. Section 5 uses the model to test for sorting. Section 6 concludes.

2. Stylized Facts
In this section, I document four sets of related stylized facts that describe the relationship between location and establishment qualities within cities. Firms in denser areas of
cities are larger, more productive, more profitable, and pay workers higher wages. These
7

A literature focused on the existence of localized firm clusters and agglomeration economies has examined within-MSA differences in outcomes with respect to industry clustering. These papers generally focus
on specific industries, as in Arzaghi & Henderson (2008) and Rosenthal et al. (2005), and do not find density
elasticities. This paper complements that literature by providing a universal set of agglomeration elasticities
in which to contextualized their findings.
8
A growing literature explores the spatial distribution of economic activity within cities. Perhaps most
notable are Allen et al. (2015) and Ahlfeldt et al. (2015). Harari (2016) examines the economic geography
in developing cities. The structural approach in these papers differ from the approach taken here and they
do not investigate or report within-city agglomeration elasticities.
9
This is similar to the system of cities approach in Davis & Dingel (2013), which investigates the way
within-city sorting of workers can affect the cross-city distribution of industries. They model sorting of
residents over within-city residential productivity, but do not model or empirically investigate the internal
location decisions of firms.
10
See Davis & Dingel (2013); Combes & Duranton (2006); Combes et al. (2008); Roca & Puga (2017)
11
Especially Gaubert (2018); Behrens et al. (2010)
12
The model in this paper is related to those from a literature on within-city spatial economic geography,
especially Lucas & Rossi-Hansberg (2002), and is isomorphic to a von Thünen model as in Fujita et al. (1999)
with two dimensions of Melitz (2003) style heterogeneity. But it is most similar to the cross-city model in
Gaubert (2018). The chief difference is the inclusion of a second source of sorting and complementarity via
workers.
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relationships echo well-established cross-city relationships, but use only within-city and
within-industry variation. Results are for tradable industries (manufacturing and business
services only) using tract-level employment density, leaving out the establishment’s own
employment, as a measure of local economic activity.13 These choices are discussed in
more detail below.
2.1 Data and Measurement
I use restricted-access establishment-level data on sales, employment and payroll from all
establishments in tradable sectors (business services and manufactures)14 reporting in five
waves of bi-decadal Economic Censuses between the years 1992-2012.15
Using establishment addresses, I link individual establishments to Census tracts. I keep
all establishments whose Census tracts fall into Metropolitan Statistical Areas (MSAs).16
Throughout, I will refer to MSAs as cities. This generates a sample of 3,830,000 establishmentyear observations of business services establishments and 1,185,000 establishment-year
observations of manufacturing establishments (with TFPr calculatable for roughly half that
sample). Table 1 presents summary statistics. For manufacturing, this sample accounts for
roughly 60% of total manufacturing employment and sales.
I also use the Longitudinal Business Database and Economic Censuses to measure and
calculate several key outcome variables, including sales and employment of establishments. I calculate average wage at the establishment as payroll per employee. Sales per
worker is my primary measure of productivity.17 For manufactures, I use two additional
measures of productivity: value added per employee and total factor productivity,18 Total
gross margin is calculated by subtracting rent and payroll from value added.
13

Block-level results, results across all cities (without city fixed effects as well as industry effects), results
using alternative distance measures described below, and results for non-tradable sectors are available on
request.
14
I follow Gaubert (2018) in omitting non-tradable sectors. As she does, I use only establishments classified
as manufactures and business services NAICS codes. Results for firms in omitted sectors are similar and
available on request. Definitions of sector (manufacturing and business services) are based on NAICS codes
of each industry and follows Barth et al. (2016).
15
Sales are from Economic Censuses. Establishment employment and payroll are from Longitudinal Business Database for the same years. Using street addresses, and find establishment latitude and longitudes and
match establishments with Census tracts. Where possible, I geocode full street addresses to provide exact
latitudes and longitudes. When this is not possible, I rely on Census reported geography. For a small subset
of establishments, I use zip codes to impute latitude and longitudes.
16
Results are robust to dropping Micropolitan Statistical Areas.
17
A long literature uses the log of sales per worker to measure establishment productivity. See especially
Haltiwanger et al. (1999, 2007); Davis et al. (2014) A benefit of using sales per worker is that it can be
measured across all industries.
18
TFP measures are TFPR from Foster et al. (2008).
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My primary measure of density is tract employment density. Because some establishment outcomes include measures of establishment employment, I calculate tract-level employment density for each establishment as employees in the tract leaving out the establishment’s own employment divided by the square miles in the tract. For tract r, this
measure is
dri = log(

P

k6=i lk )

log(arear )

where lk is the employment at an establishment k in my sample located in r. To make sure
that this is understood as a geography-specific measure, I refer to this measure throughout
as tract employment density and dr , dropping the establishment subscript.
There are three reasons for the choice to measure density as employment across all
industries rather than within a given industry. First, this measure appears to fit the data
nicely. Second, it provides a good analogy to city-size, which also measures cross-industry
employment. Third, the measure is well-founded in the theory in Section 4.
Results are robust to alternative density measures including establishment density and
distance to the central business district. These are available on request.
Several of these measures include, directly or indirectly, localized prices (wages or
revenues). This is potentially problematic if price levels vary significantly across space.
Because I focus on tradable sectors (business services and manufactures) and because
most of the product or input price variation happens at larger geographic scales, such as
across cities or regions, differences in these measures within cities are likely not due to
differences in price levels. This is true so long as cities can be characterized as having
shared product, input, and labor markets.
2.2 Main Specification and Results
My main specification investigates establishment level outcomes as a function of local
density. Where, for an observable characteristic of plant i at location r industry j in city c
at time t, I estimate
yirjct = ↵jct +

1

· dr + ✏irjct

(1)

where ↵jct is a (6-digit) industry-city-year fixed effect.19
Controlling within cities for 6-digit industries is an attempt to cleans the elasticity 1
of variation that is due to spatial variation in the type of economic activity across firms. In
manufacturing, these industry codes correspond to the single modal product of the plant.
19

Results are robust to the addition of plant-level controls including age fixed-effects, which are available
on request.
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Still, differences within fine product categories exist and could be vary with employment
density even within cities. For example, shoes with the same product code might always
be made of higher quality in plants located in denser areas. One interpretation of the
elasticities below is therefore that they are in part driven by these kinds of within-industry,
within-city product differences.
Spatial autocorrelation of density within the city will affect standard errors. For this
reason, standard errors are always clustered at the city-level. This approach is consistent
with the recommended approach in Barrios et al. (2012) and results in the most conservative estimates.2021
Finally, it’s important to note that both sides of the equation (1) are likely co-determined
by a host of factors, and that the results in this section are in no way interpretable as
causal. These factors are discussed in Section 4 and in Appendix C.2. As with their crosscity counterparts, the sign and magnitude of these elasticities are economically meaningful
and interesting in themselves.
The linear specifications described by equation (1) are presented in two ways: graphically in Figures 1 and 2 and as linear coefficients in Panel A Table 1. The figures show
the nonparametric bin-scatter version of the same specification, where rather than a linear
slope, yijrct and dr are residualized for the city-industry-year fixed effects then plotted by
percentile. For brevity, the sample in the figures are pooled across manufactures and business services. In Table 2, the results of equation (1) are broken out for each of these two
sectors.
Density and establishment size Firms in denser areas of the same city have more employees and sales than firms in the same 6-digit industry that locate in less-dense tracts of
the same city. Figure 1, Panel A plots binned scattered residuals which show the relationship between the natural log of establishments’ sales and log tract employment density,
accounting for city by 6-digit industry by year fixed effects.22 Panel B repeat the exercise
for log of establishment employment. The scatterplots demonstrate that the positive relationship is remarkably linear. Table 2 Columns one and two report overall elasticities for
20

Industry clusters, Conley standard errors, and two-way clustering by city and industry all reduce the
standard errors.
21
Spatial Autocorrelation could also affect point estimates of elasticities if establishment outcomes are
responsive to localized density at local tracts other than tract r. While this potential should be kept in
mind when interpreting the results, I do not consider this to be a source of bias. The overall relationship
– including this potential channel – is the object of interest. Alternatively, cubes of location latitude and
longitude can be included in (1). Results are robust to the inclusion of these controls.
22
Recall tract employment density is calculated separately for each establishment leaving out the establishment’s own employment, which here is also the dependent variable.
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business services firms of 18% and 13% for sales and employment, respectively. Columns
five and six report elasticities of 9% and 6% for manufactures.
Here and elsewhere there is significant industry variation in the results. Appendix A
explores this variation, finding it partially explained by sectoral cost shares, consistent with
the model presented in Section 4.
These results may be a result of differential demand or market access at each location, but the sample is restricted to tradable industries, which likely have single national
or at least city-level markets. Larger size, with both higher input (employment) and output (sales) likely reflects firm-specific cost or demand differences. Other dimensions of
heterogeneity may affect these results as well; while industry controls are extremely fine,
there may be some production heterogeneity orthogonal to costs which contribute to the
elasticity.
Density and worker quality Firms in denser areas also pay workers more. Panel C of
Figure 1 plots log payroll per worker vs log tract employment density. Despite the fact
that the relationship is defined within the same labor and housing market, the roughly 7%
elasticity in business services and 2% elasticity in manufactures reported in Columns three
and seven of Table 2 are agglomeration similar to the city-size elasticities, even though
here the elasticities are entirely within the same labor market.
Indeed, because these results are within labor markets, it seems unlikely that this elasticity could be driven by differences in competitive wages for identical workers. One possibility is that worker quality may be different across locations. Another possibility is that
firms across locations differ and offer different wages because of differential matching,
which would imply that firm sorting varies spatially.
An alternative measure of workforce average quality is the percent of production workers. Panel D reports, for manufacturing establishments, the share of production workers
against log tract employment density.23 Firms in denser areas hire a greater proportion
of non-production workers. Taken together, these results are consistent with to support
the hypothesis that workers differ across locations within cities in the same industry, as
non-production workers are more likely to be higher paid and higher skilled.
Density and establishment productivity Next, I establish that by available measures,
firms in denser areas appear to be more productive. I follow Haltiwanger et al. (1999,
2007) and use the log of sales per worker as my main measure of establishment productivity. The chief advantage of this measure is that it is available for firms in all industries.
23

This measure is unavailable for business services.
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A major drawback is that it is not possible to draw a precise link between average revenue
product and productivity without significant restrictions on the production function.
Panel A of Figure 2 shows the relationship using sales per worker with city-industryyear fixed effects. Within cities, establishments in denser areas have higher worker productivity. Columns four and eight of Table 2 report the elasticity of 3% for manufactures
and 5% for business services.2425
Panels B and C repeat the exercise using value added per worker and TFPr, respectively.
These measures are available for manufacturing establishments only.2627 Columns nine
and ten of Table 2 report the elasticities. Notably, the value added per worker elasticity is
similar to that of sales per worker, but the TFPr elasticity is substantially smaller, although
still positive and significant at the 1% level. This is in partially due to differences in the
measures’ units and partially to the effect of industry controls, which have an outsized
impact on the TFPr elasticity.
Density and establishment profits Firms in denser areas also appear to be more profitable. As with productivity, measures of profitability are imperfect. Figure 2, Panel D
plots gross operating margin per employee for manufacturing establishments using the
same controls.28 Similar to the productivity measures, a clear positive relationship exists.
Column eleven of Table 2 reports the elasticity is 1% and significant at the 1% level.29
Measured differences in profitability and firm TFPr jointly support the hypothesis that
some or all of these relationships are due to underlying firm differences. If the market for
space were competitive and the entirety of the observed density bonus in productivity and
profitability were attributable to land quality, firms would bid up the price of land and no
24

Worker productivity may also differ because of variation in other inputs. Appendix Figure B.1 shows
a clear negative relationship between capital stock per worker and density. This is inconsistent with the
hypothesis that differences in the capital to labor ratio explains the pay differences here.
25
Price differences among establishments in tradable sectors across tracts within cities likely don’t contribute to variation in the value of sales per unit. However, unobserable quality differences in the identical
product code category may contribute to this variation in sales. Although there may be no fully satisfactory measure of productivity, for manufacturers only, I investigate the density productivity relationship using
additional measure of productivity below.
26
Value added per worker has the benefit of controlling for the value of inputs, although intermediate sales
within the firm may still be mis-measured. Revenue-based TFP measures like that used below have similar
failings.
27
I use TFPr from Foster et al 2008.
28
Here gross operating margin per employee is calculated as value added minus payroll and rent, divided
by total employment. While this figure contains depreciation, Appendix Figures B.1 shows that value of
capital stock per employee, and therefore omitted depreciation, is likely lower in denser areas. This should
bias the result here down.
29
As an auxiliary measure of profits, Appendix Figure B.2 shows firms’ headquarters’ (weighted by employment) tract density against Compustat reported net income. The positive relationship and elasticities
confirms the results of the establishment-level regressions.
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differences in profits would be observable. However, these results should be interpreted
with caution because of the difficulty in measuring both productivity and profit.

3. Comparison to city size elasticities
In this section, I investigate how the above findings relate to the cross-city agglomeration elasticities. The above analysis identified relationships using within-city (and withinindustry) variation. Broadly speaking, it found elasticities comparable in size to results
from the cross-city literature.30 City size and local density are, of course, extremely closely
linked, as larger cities are also more likely to be denser on average. While within-city results are objects of interest in and of themselves, another question is to what extent is the
city-size premium attributable to local variation in density?
This question can be answered using variance decomposition that explores the extent
to which tract and city size each contribute to the explained spatial variance in outcomes.
I estimate the following specification:
yirjct = ↵jt +

1

· dr +

2

· dc + ✏irjct .

(2)

This equation differs from our main specification because the intercept is industry-year
specific, so this specification now exploits cross-city variation. This is necessary in order to
include dc , city size, measured as MSA population. For brevity, I focus on size, productivity,
and pay outcomes and pool industries where possible. Using this specification, I report
the variation of outcomes explained by local density, as a percent of the overall variation
explained through spatial variation terms dc and dr :
% variance explained by density =
% variance explained by size =

2
1V

2
1V
2
1V

ar(dr ) +

ar(dr ) +

ar(dr )
2
2 V ar(dc ) + 2 1 2 Cov(dc , dr )
2
2 V ar(dc )

2
2V

ar(dc ) + 2

1 2 Cov(dc , dr )

.

Table 3 reports these percentages and their composite parts. Columns one and two
report that nearly all of the explained spatial variance in establishment size is attributable
to within-city variation. Note that when employment is the outcome, 2 is negative and
small. Columns three through five suggest that between half and two thirds of the spatial
variation in productivity is due to tract-level measures of density.31 Finally, column six
reports that two thirds of the spatial variance in establishment average wages are explained
by within-city measures.
30

See Gaubert (2018)for example, and Rosenthal & Strange (2004)for a review of the empirical literature.
Note that, as before, sales per worker uses two sectors, while other measures use variation from manufactures only.
31
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These results partially reflect the higher variance of tract density. As an alternative but
closely linked exercise, I directly compare normalized local and city variables using the
specification
yirjct = ↵jt +

1

· dN
r +

2

· dN
c + ✏irjct

(3)

N
where dN
r is the normalized measure of tract density dr and dc is normalized MSA population.32
Table 3 shows the results of this specification below the results of the variance decomposition for each outcome. A one standard deviation increase in city size and tract
density have similar effects on establishment productivity, but changes in tract density
have roughly twice the impact on wages and that accounting for normalized tract density,
city size has no effect on firm revenues or size. These results largely mirror those of the
variance decomposition.33
One interpretation of these results is that the city size premium predicted off of the
tract density premium and the CDF of tract density in each city would on average match or
slightly over-predict the true city size premium for the size of establishments, only predict
half the size premium in establishment productivity, and predict two thirds of the city
size premium in wages. Overall, outcomes of establishments in similarly dense tracts in
different sized city are more related than those of two randomly chosen establishments
from similarly sized cities.
These results do not imply that city size is less meaningful than what is suggested by
the large agglomeration literature. Rather, the conclusion should be that city size and
the internal geography of cities are codetermined, and that a large portion of the overall
spatial distribution of economic activity is accounted for within cities.
Understanding the extent to which within-city density affects cross-city relationships is
crucial to the extent to which these relationships have theoretically distinct causes. For example, because the density-pay relationships in Figure 1 are derived from variation within
32

Note that results here again include ↵jt , or industry-year fixed effects, rather than the city-industryyear fixed effects in the main specification because, as in the previous specification, city-level measure dc is
included.
33
Note that the overall variation explained by spatial variables is small. I calculate, for the above model
N
the total variation explained by dN
r and dc out of the total variance after controls, as
2
Rpartial
=1

2
1V

ar(dˆr ) +

ar(dˆc ) + 2 1 2 Cov(dr , dc )
.
V ar(yirjct ↵jt )
2
2V

This statistic explains how much work spatial variables can do on their own, without controls or the variation
due to controls, to explain variation in outcomes. When compared to the R-squared in Table 1 and Table
2, this total is notably smaller: the total ability of spatial variation alone to explain size and productivity is
limited.
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the same labor market, they are unlikely to be driven by cost of living differences or crosscity skill premia differences. On the other hand, as will be shown in the model below,
within-city worker quality sorting can impact the cross-city firm size and productivity distributions over and above what could be accounted for using cross-city differences in aggregate workforce statistics.
The results here may impact the policy implications of previous work in both directions.
Taken naively, they imply that doubling city size without affecting the overall distribution
of tract densities might produce half the expected productivity effect. On the other hand,
previous work such as Gaubert (2018) has focused on changing the city-size elasticity by
relaxing height restrictions, which would both alter city size and adjust density elasticities
within cities, potentially generating an even larger than anticipated effect. Of course, such
a prediction would hinge on a naively causal interpretation of the elasticity presented here.
A careful understanding of how different sorting forces could also account for within-city
elasticities is needed. The model presented below sets these forces out.

4. Model
In this section, I present a model of heterogenous workers, firms in a set of industries,
and land that is consistent with the stylized facts presented in Section 2. Because worker
quality appears to differ within cities, which are single labor markets, correctly identifying
the source of observed productivity differences must also account for how worker quality
differences could feed into observed productivity differences. The model does this by
accounting for three simultaneous sources of heterogeneity: workers, firms, and locations.
The presence of multiple sources of heterogeneity complicates the sorting mechanism
in the model. Sorting models generally rely on an increasing complementarity assumption
to generate sorting in equilibrium. This is true here as well. However in this setting, positive assortative matching in the data may be driven by a number of different production
function complementarities. For example, sorting between firms and locations could be
driven either by log-supermodularity between the productivity of firms and locations or by
the same between workers and firms and workers and locations.
The model demonstrates how this potential possibility could alter counterfactual changes.
Because price and outcome elasticties depend on the matching functions, any change will
operate through the matching function. Different assumptions about the source of sorting
will generate different predicted effects of a given change on wage inequality, productivity
differences, rents, and output.
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4.1 Setup
The general equilibrium model evaluates the organization of economic activity in a continuous space with free trade. While I primarily think of this geography as a city, it is general
enough to characterize any set of locations including a larger land mass with multiple
cities in equilibrium. Firms in a set of industries choose an optimal bundle of inputs: a
location of production, a set of workers, and a level of capital, then choose a price for their
differentiated final product. Workers are offered wages at each firm and choose a firm of
employment. Landowners choose a rent to charge for their location and a density of firms
to accommodate.
The model accommodates three potential dimensions of productivity differentiation:
workers, firms, and land can all be differentiated by their productivity. Potential sorting
between worker and/or firm productivity and location productivity generate the observed
relationships in Section 2, as well as industrial sorting within cities and the industry heterogeneity discussed in Appendix A.
Because I assume trade is free, any arbitrary two-dimensional physical geography can
be considered. Points have finite, positive-valued productivity, indexed by ⌘ 2 [⌘, ⌘¯], with
0 < ⌘, ⌘¯ < 1. The function G⌘ (⌘) returns the density of points with the same value of
⌘. Location values ⌘ are exogenous. Because local spillovers may exist between locations
in this context, the theoretical appendix solves a version of the model where location
productivity ⌘ is endogenous to the characteristics of agents at that location as well as
surrounding locations.
Q
Consumption Consumers maximize utility U = j2I cj j where j is industry j’s Cobb´
1
Douglas share of consumption and cj = Ij q(i) di is a CES bundle of differentiated goods
i 2 Ij available for consumption in industry j. Workers, land owners, and firm owners all
consume. Consumer’s budget includes their wages, firm profits, or land rents (for workers,
firm owners, and land owners respectively) and a proportional portfolio of capital rents.
Land owners Each landowner is endowed with a single point in the city indexed by m.
Landowners use freely-traded capital to construct space to be rented out to firms. Because
landowners at locations with identical values of ⌘ face identical decisions, we can re-index
locations by ⌘ and define the landowner decisions as a function of ⌘.
Landowners decide on the rent (⌘) at their plot as well as the density d(⌘) of firms to
accommodate. They maximize profits
⇡⌘ (⌘) = (⌘) · d(⌘)
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c(h(⌘)) · r

(4)

where c(h(⌘)) is the capital required to provide density d(⌘) and r is the rental rate of
capital. Landowners are indifferent to the type of industry renting space. The total space
provided at a given location is a the sum of the space provided to each industry.
d(⌘) =

P

j

dmj .

where dmj is the density at a location k provided to industry j.
Density is provided at increasing marginal construction cost34 according to an invertible, twice-differentiable cost function c(d(⌘))

c0 (d(⌘)), c00 (d(⌘)) > 0, c(0) = 0.
A location’s productivity ⌘ is assumed to be an exogenous characteristic of the location.
Appendix C solves a version of the model where ⌘ is endogenous to the economic activity
(including density and firm types) at and around each location.
Local productivity is not industry specific. This potentially unrealistic assumption generates sharper predictions consistent with the measure of density in the previous section.
To the extent that this assumption is violated, the comparative statics below will not necessarily hold in the data. However, these comparative statics match the relationships in
the previous section well.
¯ . Workers offer one
Workers Workers are differentiated by their productivity ✓ 2 [✓, ✓]
unit of their labor of quality ✓ inelastically. The total supply of labor is characterized by
density function Gl (✓). Workers choose a firm at which to work. They maximize their wage
w(✓, , ⌘).
Firms Firms, indexed by i, are differentiated by their industry j 2 J and their productivity , drawn from the distribution G j ( ) which varies by industry. They choose a location
of production, a quantity of space t at that location, a quantity of labor of each type l(✓)
and a wage schedule wi (✓) to offer laborers of various qualities, and an amount of capital
k to use in production, and a price for their variety. They maximize
maxp,Fl (✓),k,⌘ ⇡i = q(i) · p(i)
34

´ ✓¯
✓ l(✓) · wi (✓)d✓

k·r

(⌘) · t

(5)

Increasing marginal costs create a rent elasticity that forces firms to sort. While Glaeser et al. (2005) find
increasing marginal costs at lower levels, they find flat marginal costs for the tallest buildings in manhattan.
The assumption here can be replaced with an additional dispersion force like congestion.
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Because wages for that quality type are constant across the city, we drop the i-subscript on
the firm’s wage schedule below.
Firms produce a quantity of their variety using the production function
˜ ⌘) · l↵Lj · k ↵Kj · t↵T j
q(i) = Ai ( , ✓,

(6)

where ↵Lj , ↵Kj , and ↵T j are industry j’s labor capital and land shares, such that ↵Lj +
˜ ⌘) is a
↵Kj + ↵T j = 1, l is the total quantity of labor employed by the firm, and A( , ✓,
productivity term dependent on firm productivity , the weighted average of chosen labor
˜ and chosen location productivity ⌘. Although here firms offer a full
force productivity ✓,
wage schedule to all worker types, in equilibrium, they will optimally match with workers
of only a single quality. Proposition 1 below states this, but to simplify notation, I write
worker productivity is unique for each firm from here forward.
Conditional on choice of location and worker type, firms price at a markup over marginal
cost. The cost-minimization of inputs given location and worker type choice yields
p(i) =

r↵Kj w(✓)↵Lj (⌘)1
cj1 · Ai

↵Lj ↵Kj

where constant cj1 = ( ↵Lj (1 ↵Lj ↵Kj )).
Given the equilibrium price, profits can be expressed as
✓ ↵Kj
r w(✓)↵Lj (⌘)1
⇡i ( , ⌘, ✓) = p(i) · q(i)/ = cj2
Ai

↵Lj ↵Kj

◆1

(7)

where cj2 = R · 1 (P ↵Lj (1 ↵Lj ↵Kj )) 1 , and R and P are total expenditures the CES
price index. From the Cob-Douglass constant labor share, we have that the size l of firm i
will be
l=

↵Lj ⇡i
.
w(✓)

Log-supermodularity assumptions
Either one of two separate (sets of) assumptions about the labor-augmenting productivity
term A( , ✓, ⌘) generate isomorphic cross-sectional predictions which match the stylized
facts in Section 2. Without loss of generality, productivity A can be written as a product of
two functions f1 and f2 , each potentially a product of the firm’s three characteristics
A( , ✓, ⌘) = f1 ( , ✓, ⌘) · f2 ( , ✓, ⌘)

(8)

where here and below I drop subscripts from the firm’s endowed productivity and choices.
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Assumption 1: Parallel sorting In this case, two pairs of elements in f1 and f2 functions
are log-super-modular, or in other words, any two of the three possible pairs of variables
in the A-function are log-super-modular.35
The various possible supermodularities here have potentially different interpretations.
For instance, more productive workers and firms may both benefit from being in locations
with good access to transportation. Alternatively, workers of higher caliber are not disproportionately attracted to certain locations but seek to match with higher quality firms
and end up in more productive locations. Another possibility is that more productive firms
don’t disproportionately benefit from certain locations but locate at more productive locations in order to hire the most productive workers, which are disproportionately more
productive at higher productivity locations.
Assumption 2: Complementary sorting Alternatively, all three pairs of parameters of
either f1 or f2 are log super-modularity.36 In this case, firm-worker productivity matches
are enhanced by location quality, and disproportionately for the most productive firms.
Equally, a location’s attractiveness is disproportionately enhanced for the most productive
firms or workers by the existence of the other. The result in any equilibrium will be a
1-to-1-to-1 matching between firm, worker, and location types.
4.2 Equilibrium
The equilibrium can be described by four schedules: (1) a wage schedule w(✓), (2) an
industry-specific matching function j (✓) between workers and firms, (3) a rent schedule
(⌘), and (4) an industry-specific matching function j (⌘) between firms and locations;
as well as four market-clearing conditions: (1) a real estate market clearing condition for
each firm type, (2) a labor market clearing condition for each worker type, (3) for capital,
and (4) for goods.
I begin by simplifying the choice of labor inputs facing the firm. Workers affect the
productivity the firm, their labor enters as an input into production, and their wages as a
cost.
Proposition 1: In any equilibrium characterized by Assumptions 1 or 2 above, a
firm in industry i of type at a location ⌘ will hire exactly one type of worker.
The theoretical appendix provides proofs for all propositions. Workers’ wages and effects
on productivity are identical for each type, while these affects may vary by type, there will
35
36

For example, if f1 ( , ✓, ⌘) = e
For example, if f1 ( , ✓, ⌘) = e

⌘
⌘

and f1 ( , ✓, ⌘) = e⌘ , and A = e⌘(
while f2 = 1, then A = e ·⌘·✓ .
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+ )

.

be, for a given firm and location, a single optimal type. Proposition 2 sets out the sorting
behavior of agents in the equilibrium.
Proposition 2: In an equilibrium where production is characterized by Assumption 1 or 2 above, there is a one-to-one-to-one mapping between firm, worker,
and location types. Moreover, the equilibrium will have matching functions
0
0
0
j (⌘) and j (✓) and ✓j (⌘) such that (1) j (⌘) > 0, (2) j (✓) > 0, (3) ✓j (⌘) > 0.
Intuitively, in any arrangement where higher productivity firms either are not assigned
higher productivity workers or not assigned higher ⌘ locations, the log-supermodularity
assumptions guarantee that the more productive firm can increase profits either by simply
moving locations or moving locations while hiring workers currently employed at those
locations. As in any sorting model, increasing complementarity drives this result. Here,
the relationship between all three heterogeneities in the market is guaranteed conditional
on log-supermodularity between two pairs.
In order to sustain the sorting of workers to firms and locations in Proposition 2, each
worker type must be paid most by the firm of the caliber with which she matches according
to (✓). The corollary to Proposition 2 lays out the necessary restrictions on the price
elasticities in the model that support the sorting equilibrium.
Corollary to Proposition 2: The wage schedules with respect to worker type,
location type, and firm type must be strictly increasing: w0 (✓) > 0, wj0 (⌘) >
0, wi0 ( i ) > 0. The rent schedule must be increasing in location and firm type:
0
(⌘) > 0, 0j ( j ) > 0, and must be convex 00 (⌘) > 0.
Of course, if the wage were not strictly increasing in worker type, firms attracting worse
workers could pay slightly more for higher output workers, violating the sorting. Similarly,
higher quality locations must charge more in rent and the wage and rent schedules must
be increasing in firm quality. The convexity of the rent function (⌘) comes from the
landowner’s first order condition, set such that the marginal cost of construction at h
equals the marginal revenues, or c0 (h(⌘)) = (⌘).
4.3 Closing the model
Four conditions close the model. Real estate markets must clear so that all firm types
are matched to locations, labor markets must clear for each worker type, the market for
capital must clear, and the goods markets must clear. These conditions illustrate the links
between the matching functions and outcomes. Because the sources of these functions are
the log-supermodularity assumptions in the productivity term A( , ✓, ⌘), the effect of any
change will, through these conditions, affect outcomes differently.
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Real estate market clearing Note that because all characteristics of locations including
quality and rent only vary by ⌘, the density of a given industry j will only vary by ⌘ across
all locations m, so we can write dmj = dj (⌘). The clearing condition for space dictates that
for each location type, the total space supplied must be equal to the total amount of land
demanded from each firm assigned to that location across all industries.
d(⌘)g⌘ (⌘) =

P

j

dj (⌘) =

P

g j(

j

j (⌘))

· t(

j)

(9)

where g⌘ (⌘) is the density of locations ⌘ and t( j ) is the equilibrium quantity of space
demanded by a firm of quality j at ⌘.
Together with the landowner first order condition, and for a given mapping function
j (⌘), this condition will set out a price elasticity. Note that the mapping condition, and
therefore the price elasticity, is only determined through the labor market as well. Crucially, it’s clear from this condition that a change in the density must affect the matching
of firms to locations in equilibrium. The additional effects on worker-location matching is
determined by the conditions below, as well as the log-supermodularity assumptions.
Labor market clearing The total labor supplied of a given type ✓ must equal the total
labor demanded by each firm employing that labor type.
g✓ (✓) =

P

j

l(

j (✓))

· g j(

j)

(10)

This condition will jointly pin down the wage elasticities along with the mapping function
j (✓), which itself is jointly determined with the other conditions.
Capital market clearing
struction.
K=

The total capital stock K must be used in production or conP ´
j

k(
j

j )dg j (

)+

´

⌘

c(h(⌘))dg(⌘)

(11)

This condition will pin down the rental rate of capital and affect the density elasticities.
Goods market clearing
amount produced.

For each good type, the total amount consumed must be the

´ ✓¯
P ´¯
p( )q( ) = ✓ w(✓)dg✓ (✓) + j
⇡i (

j )dg j ( j )

´ ⌘¯
+ ⌘ ⇡⌘ (⌘)dg⌘ (⌘) + r · K

(12)

This condition determines the size of each firm and input demands, given prices.
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Jointly, these conditions map the interaction between each of the equilibrium matching
functions in the model, and how they jointly create the price elasticities. The complementarities between workers and firm, firms and locations, and locations and workers generate shared, increasing surpluses, the magnitude of which are determined by the matching
functions’ slopes, which are in turn pinned down by the four market clearing conditions.
Specifically, the constraints on labor and space determine the size of these surpluses and
how these surpluses are allocated among the three agents, via the rent and wage elasticities. A key takeaway is that any perturbation to these conditions will affect observed
outcomes and price elasticities; all moments in the distribution of observable outcomes,
including the city-level averages, are affected by these matching functions.
4.4 Comparative statics
In the model, density is driven by the supply response of landowners to demand for their
location. However, the log-supermodularity conditions ensure that locations with higher
values of ⌘ have higher demand from firms. This ensures that density is endogenously
higher at higher ⌘ locations, and therefore observed firm and worker characteristics are
increasing in density. This leads to the following proposition:
Proposition 3: Observed productivity, profits, and firm size are increasing in
local density d. The density-productivity elasticity ✏Ad must be larger for firms
@✏Ad
in industries with higher land cost shares ↵T j
> 0.
@↵T j
The intuition behind the second statement in Proposition 3 is that all firms gain from
higher quality locations, but firms with higher land-cost shares bare higher costs. The
attractiveness of these locations must therefore be increased, in equilibrium, by greater
productivity compensation at the same location from either higher-quality workers and/or
higher-quality firms, through the assumed supermodularity of A(✓, ⌘, ), pushing up in
turn the observed productivity elasticity as well.
It’s important to state here what Propositions 2 and 3 do not rule out. Industry-specific
density need not be increasing in ⌘. While there is a given mapping function between
worker, firm quality, and density within industries, it is not necessarily the case that worker
quality or wages increase with density across industries.
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5. Evidence of Sorting
5.1 Composition effect
Exogenous changes to the provision of floor space at a single location can affect the entire distribution of productivity in the city through the mapping of firms and workers to
locations, or j (⌘) and ✓j (⌘). In this subsection, I isolate specific instances where the sign
of these changes is clear and differentiate the sorting of workers and firms from locationspecific productivity, even when that productivity is endogenous to such changes, as is
discussed in Appendix C.2. Specifically, the model predicts that a shock to floor space in
any tract generates negative effects on the productivity of entering firms in less dense locations and positive effects in denser locations. I use the repeated cross-sections in the data
to find evidence of these effects.
Identifying compositional changes due to sorting In response to a shock to floor space,
the firms and workers at a positively shocked location may come from either better or
worse location, however they will be marginal in their respective origin (or alternative)
locations. All agents that would have entered at worse locations are priced out of the
more advantageous locations. Those now entering those locations from ’below’ will be
those who on the margin, would have been the most productive firms and workers at
the lesser location. The reverse is true for firms entering from ’above:’ those most easily
enticed into the new space available at the less advantageous location must have been
the most marginal, and therefore least productive in the better location. The removal of
marginal agents from the upper and lower margins negatively and positively affect the
quality of the average firms in worse and better locations respectively.
Proposition 4: Increases in construction between any locations [⌘c1 , ⌘c2 ] reduces
average productivity ˜N L in the set of less-advantageous neighboring locations
[⌘c0 , ⌘c1 ], d ˜N L /da  0. The reverse is true for average productivity at more
advantageous locations, ˜N L : d ˜N U /da 0.

The model here has fixed location-specific productivity. The theoretical appendix discusses how Proposition 4 changes when local productivity is endogenous to density and
spillovers. In that case, if density or the productivity of nearby firms increases, the sorting
and spillover channels would be at odds. The positive result for ˜N L can be generated
without sorting, but the negative result for ˜N U is not.
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Testing for composition effects To test Proposition 4, I use the Census of Finance and
Insurance, which collects data on real estate investment trusts (REITs) engaged in the
construction and leasing of space for commercial and industrial use. I use reported construction expenditures of these firms in a given tract as a measure of additional space
generated at that tract. Next, I rank tracts in each MSA according to their employment
density in 1992.
Proposition 4 makes a statement about the average observed productivity of firms in
specific tracts, which adjust because of the change in the sorting pattern of firms. In the
data, firm entry and exit from a tract takes time. Establishments are not likely to move
within a 5-year span and likely retain many incumbent workers. Because of this, I will
measure only the productivity of entrant establishments into the tract.
I use both the ordering of tracts and tract-level measures of construction expenditures
as well as the observed sales per worker of entrant establishments to estimate the following
regressions
log(

j,N L,t )

= ↵jt + ↵1 · log(cr,t 1 ) + ↵N L + ↵z 1const=0 + ✏j

(13)

log(

j,N H,t )

= ↵jt + ↵1 · log(cr,t 1 ) + ↵N H + ↵z 1const=0 + ✏j

(14)

where cr,t 1 is the prior period construction expenditure in tract r, j,N L,t and j,N U,t are
the observed productivity of entrants to the next-lowest and next-highest ranked tracts,
denoted as tracts N L and N H respectively, ↵jt is an industry-year fixed effect, ↵N L and
↵N H are tract fixed effects for tract N L and tract N H, and ↵z,r is a coefficient on an
indicator for observing zero construction expenditures at tract r.
These specifications identify the effects of differences in intensive margin of construction on the quality of entrants at different tracts, holding constant the average entrant at
those tracts as well as the industry of the entrant and the year. The coefficients of interest,
↵1 , are identified off of the roughly 4,000 tract-year observations where there are positive
construction expenditures.37
Columns one and two of Table 4 report the OLS results of construction at more and less
advantageous locations respectively. Increases in construction expenditures have a small
negative effects on the productivity of entrants at lower-ranked tracts and a small positive
effect on entrants at higher-ranked tracts. The sign of these effects and the differential
effect is consistent with Proposition 4.
37

One drawback of this approach is that actual space is unobserved, and higher construction expenditures
may not correspond to more space. However, higher expenditures are strongly correlated with a higher
number of establishments in subsequent years.
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Columns three and four repeat the exercise but include the aggregate construction
expenditures at all higher- or lower-ranked tracts in an MSA. This substantially increases
the number of non-zero entries for this variable. These results are similar but slightly
larger.
This evidence is weakened by the possibility of omitted variables as well as differential
site selection of the REITs which could explain the results. I leverage the cross-city linkages
of the REITs in my sample in order to isolate exogenous variation in the construction
expenditures in a given tract. Commercial real estate development is a leveraged industry
(Gyourko, 2009). Developers such as real estate investment trusts, or REITs that also hold
and lease real assets may be exposed to real estate shocks via effects on income from these
assets. Shocks in one market may therefore affect firms’ propensity to supply space in
another market through higher sales or changing investment opportunities. For example,
a firm with projects in Boston and Philadelphia might scale-down a Boston project due
to a negative shock to the market in Philadelphia that depletes the firms’ assets. On the
other hand, positive shocks to prices in Philadelphia may divert scarce resources away
from Boston projects. Mueller & Giroud (Forthcoming) document these channels.
I isolate over two hundred firms that operate in my period of observation in multiple
cities and undertake new commercial real estate construction in at least one city. I predict
construction expenditures of a given firm’s establishment using the sales of single-unit
leaser-developers operating in linked cities, that is, other cities where the developers have
an established presence, weighted by their previous-period payroll in each city.
I instrument for supply shocks to construction using the predicted expenditures, where
the first stage is given by the equation
log(ĉr,t 1 ) =

0

+

1

· log(pr,t 1 ) + ✏r,t

1

(15)

where pr,t 1 is the average sales of all unlinked firms in linked cities, weighted by each
firm’s presence in that city (employment at t 2) and the firm’s share of construction
expenditures in tract r.
The exclusion restriction for this instrument is that the predicted change in construction
expenditures effects outcomes of entering establishments only through the observed construction expenditures at the tract. This is violated if linked cities are exposed to correlated
real estate shocks. Appendix D discusses this and other potential threats to identification
and tests for them in the data. I find no evidence to support these threats to identification,
but I cannot reject them. However, as discussed in Appendix D, the instrument was chosen so that any bias will likely push results in the positive direction, which attenuate the
negative results in Columns 2 and 4 of Table 4, the strongest evidence of storing.
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Column five of Table 4 reports the first stage result. The last two columns of Table 4
repeat the first composition effect test using predicted construction expenditures as an instrument. The coefficients substantially increase in size but remain differentially negative
and positive. The differential negative results holds despite the potential for positive bias
in the instrument.
Taken together, these results appear to support the hypothesis that some cross-sectional
variation in productivity is due to agent sorting. Even when local productivity is endogenous to density, as in Appendix C.2, the differential effects found here, especially the negative effects on lower-density tracts, support the sorting hypothesis. However, these results
may be picking up either a direct change in the quality of entering firms, or changes to the
entrants’ workforce quality. To distinguish between these forms of sorting, it’s necessary to
introduce the second test.
5.2 Elasticity relationships
Finally, I develop and implement an industry-level test for firm sorting in the presence of
worker sorting. In the model, observed productivity differences between locations can be
decomposed into location differences, firm differences, and worker differences, none of
which are directly observable. Accordingly, the observed density-productivity relationship
can be decomposed into the partial effects of each of the three groups. In conjunction with
the first order conditions of firms and workers, the observed elasticity can be written as
✏Ad,j = ↵Lj ✏wd,j + ↵T j ✏

d,j

+✏

d,j

(16)

Note that only the last term, ✏ d,j , or the firm-quality density elasticity for industry j, is
unobserved. If this elasticity is positive, more productive firms necessarily choose denser
locations. The other three, observable terms in the expression therefore form the first test
of firm sorting in Proposition 5:
Proposition 5: Firms sort into denser locations, or ✏
✏Ad,j > ↵Lj ✏wd,j + ↵T j ✏ d,j

d,j

> 0, if and only if

To the extent that observed productivity differences across locations reflect more than
worker or location quality differences, the former must be greater than the latter, as accounted for through the wage and rent elasticities.
Proposition 5 proposes a simple industry-level test for firm sorting depending on the
relationship between observable elasticities. While it is model-derived, it relies only on the
first order conditions of firms, and does not require any assumptions on the wage or rent
elasticities. For example, in the model and here wages are not necessarily reflections of
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worker marginal product, but reflective of the wage elasticity formed by firms’ first order
conditions and may include rent sharing, especially if positive assortative matching exists
as it does in the model.
I apply this test to each of the 86 6-digit manufacturing industries in my sample for
which cost shares exist. Appendix B.2 discusses the measurement of the five observable
cost shares and elasticities in equation (16).
For each industry in my sample, I test whether the following condition holds:
Aj

↵Lj

wj

↵T j

j

> 0.

(17)

Results are reported here in the text.38 In manufactures, the average value of this linear
combination is Aj ↵Lj wj ↵T j j = 0.0095. However, the distribution of results is wide.
Point estimate of the combination is negative for 55 out of the 86 industries, and the test
rejects the possibility of firm sorting in 20 industries. In only eight industries is the combination statistically larger than zero. The failure of the majority of manufacturing industries
to pass this sorting test is consistent with the failure of the model to predict the direction
of the land cost share interaction in Appendix Table A.1. Together these results suggest
that worker sorting likely drives the productivity-density elasticity in manufactures.

6. Conclusion
Within cities, the large variation in observable firm outcomes is consistently related to local
density. These within-city relationships determine all or part of the city-size premium. The
model illustrates how these elasticities are potentially driven by the interaction of firm,
worker, and location matching at a local level. While model-based tests conclude that
some sorting (worker or firm) appears to exist in the data, the industry-level tests yield
that firm sorting is consistent with observed elasticities only for some industries, which
appear to be mostly in the business services sector.
Not accounting for the forces that jointly, partially determine cross-city premia in outcomes may cloud the implications drawn from those premiums, as well as empirical work
seeking to understand their determinants. On the one hand, the reduced-form empirical
results here confirm structural estimations from the firm-sorting literature that imply firm
sorting may account for some portion of city-level agglomeration elasticity. On the other
hand, the results also can be taken to imply that models which only contain worker or firm
sorting as potential forces may misidentify key parameters.
These have implications for prior work which has considered how changing the city size
elasticity might affect welfare. Relaxing zoning laws may make the largest cities larger,
38

Results by industry for the set of industries that pass disclosure review are available on request.
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but may also convexify the density elasticities in those cities. This might have unexpected
effects on productivity and wages that do not conform to predictions that are based off
studies of cross-city agglomeration elasticities. At the same time, policies like green belts
that are focused on within-city elasticities may have similar aggregate effects on rents,
wages, and productivity without imposing the large moving costs associated with crossMSA migration.
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Figures and Tables
Table 1. Summary Statistics
Business Services

Sales (thousands)
Employment
Log sales per
worker
Log value added
per worker
Log TFP
Log gross margin
per worker
Log employment
density, tract

Manufactures

Obs.

Mean

St. Dev.

Obs.

Mean

St. Dev.

3,830,000
3,830,000

1,470
14.00

4,500
41

1,185,000
1,185,000

4,285
27.00

8,640
51

3,830,000

4.44

1.00

1,185,000

4.83

0.87

1,185,000
675,000

4.22
1.99

0.81
0.57

1,185,000

3.60

1.01

1,185,000

6.68

2.10

3,830,000

7.36

2.16

Note. Samples include all establishments in MSAs responding to Economic Censuses between
1992 and 2012, excluding plants with one employee, for which geographic data is available or
could be imputed from address records, with NAICS codes corresponding to business services
or manufactures. TFPr is calculated on a subset of manufacturing establishmetns for which
sales data is not recovered from administrative records. For all establishments, tract-level
employment density is computed as the number of employees in all other establishments
(total employees minus employees at the establishment) over the square miles in the tract.
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Table 2. Density Elasticities
Business Services
(2)
(3)
(4)
Log pay
Log
Log
Log
per
sales per
sales
emp
worker worker
0.183** 0.133** 0.069** 0.051**
(0.004) (0.005) (0.002) (0.002)
(1)

Log employment
density, tract

(5)

(6)

(7)
Log pay
Log
Log
per
sales
emp
worker
0.090** 0.060** 0.023**
(0.004) (0.004) (0.002)

Manufactures
(8)
(9)
(10)
(11)
Log
Log VA
Log gross
sales per
per
Log TFP margin per
worker worker
worker
0.033** 0.023** 0.003** 0.012**
(0.001) (0.001) (0.001)
(0.002)

Adjusted R-sq
0.35
0.33
0.27
0.29
0.4
0.2
0.34
0.29
0.28
0.44
0.23
Obs (thousands)
3,830
3,830
3,830
3,830
1,185 1,185
1,185
1,185
1,185
675
1,185
** p<0.01, * p<0.05
Note. Samples include all establishments in MSAs responding to Economic Censuses between 1992 and 2012, excluding plants with
one employee, for which geographic data is available or could be imputed from address records, with NAICS codes corresponding to
business services or manufactures. TFPr is calculated on a subset of manufacturing establishmetns for which sales data is not
recovered from administrative records. For all establishments, tract-level employment density is computed as the number of
employees in all other establishments (total employees minus employees at the establishment) over the square miles in the tract.
All regressions include industry-year-MSA fixed effects and are clustered at the MSA level.
obs
mean
sd
obs
mean
sd
emp
sales
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1185
1185
675

27
4285

51
8640

3830
3830

14
1470

41
4500

Table 3. Variance Decomposition and Normalized Spatial Gradients
(1)
Log sales
Β 1 2 Var(d r )
Β 2 2 Var(d c )
2Β 1 Β 1 Cov(d c ,d r )

(3)
Log
employment

(1)
(2)
Log sales per Log value added
worker
per worker

(5)
Log TFP

(6)
Log pay per
worker

0.04188
0.00009
0.0012

0.0399
0.0023
-0.0058

0.0116
0.0026
0.0032

0.0062
0.00425
0.00356

0.00119
0.00048
0.00044

0.0209
0.006
0.0035

97.0%

109.6%

66.7%

44.3%

56.4%

68.8%

0.2%

6.3%

14.9%

30.3%

22.7%

19.7%

Normalized tract density

0.1781**
(0.0004)

0.1508**
(0.0004)

0.0956**
(0.0004)

0.0459**
(0.0008)

0.0197**
(0.0012)

0.1362**
(0.0004)

Normalized MSA population

0.012**
(0.0004)

-0.039**
(0.0004)

0.0762**
(0.0004)

0.0496**
(0.0008)

0.0181**
(0.0011)

0.074**
(0.0004)

5,015,000

5,015,000

5,015,000

1,185,000

675,000

5,015,000

0.1

0.09

0.07

0.15

0.05

0.13

% explained by tract density
% explained by city size

Observations
Partial R-squared

** p<0.01, * p<0.05
Note. Samples include all establishments in MSAs responding to Economic Censuses between 1992 and 2012,
excluding plants with one employee, for which geographic data is available or could be imputed from address records,
with NAICS codes corresponding to business services or manufactures. TFPr is calculated on a subset of
manufacturing establishmetns for which sales data is not recovered from administrative records. For all
establishments, tract-level employment density is computed as the number of employees in all other establishments
(total employees minus employees at the establishment) over the square miles in the tract. All regressions include 6digit industry-year fixed effects. Partial R-squared measures the variance explained by spatial terms out of the total
variance after controling for industry-year as discussed in footnote 32 in the main text. All regressions are clustered at
the MSA level.
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Table 4. Composition effects

Log construction expenditures,
higher ranked
Log construction expenditures,
lower ranked
Predicted construction
expenditure

(1)
(2)
(3)
(4)
OLS
OLS
OLS
OLS
Log sales per Log sales per Log sales per Log sales per
worker
worker
worker
worker
-0.003**
-0.006**
(0.001)
(0.001)
0.002**
0.004**
(0.001)
(0.001)

(5)
FS
Construction
expenditure

(6)
IV
Log sales per
worker
-0.051**
(0.006)

(7)
IV
Log sales per
worker

0.020**
(0.003)
0.105**
(0.034)

Observations
920,000
920,000
920,000
920,000
920,000
920,000
920,000
Adjusted R-squared
0.38
0.38
0.30
0.30
F Statistic
62
118
** p<0.01, * p<0.05
Note. Samples include all establishments in MSAs less than five years old responding to Economic Censuses between 1992 and 2012,
excluding plants with one employee, for which geographic data is available or could be imputed from address records, with NAICS codes
corresponding manufactures or business services. Construction expenditures are reported dollar values from REITs active in multiple
MSAs reporting to the Census of Finance and Insurance. Rankings refer, in columns one through four, to within-MSA ordering of tracts by
emp;loyment density in 1992. All regressions are at the establishment-year level and control for age of establishment, industry-year
fixed effect, tract fixed effects, and a dummy for observing zero construction in a given year. All standard errors clustered at the MSA
level.
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Figure 1: Establishment characteristics vs tract density

(a) Log establishment sales vs log tract emp. density

(b) Log establishment employment vs log tract emp. density

(c) Log pay per worker vs log tract emp. density

(d) Percent production workers vs log tract emp. density

Note. Binned scatter residuals control for MSA by industry by year fixed effects. Tract employment density
on X-axis is total employment in tract leaving out establishment’s own employment divided by square miles
of land in tract. Data for panels 1-3 are for all establishments in tradable industries every five years from
1992-2012. Panel 4 includes all manufactures every five years from 1992-2012.
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Figure 2: Productivity and profitability vs tract density

(a) Log sales per worker vs log emp. density

(b) Log value added per worker vs log emp. density

(c) Log establishment TFP vs log emp. density

(d) Log gross margin per worker vs log tract emp. density

Note. Binned scatter residuals control for MSA by industry by year fixed effects. TFPr is from Foster et al.
(2008). Tract employment density on X-axis is total employment in tract leaving out establishment’s own
employment divided by square miles of land in tract. Log gross margin per worker is value added minus
payroll divided by employment. Tract employment density on X-axis is total employment in tract leaving
out establishment’s own employment divided by square miles of land in tract. Data is very five years from
1992-2012. Data in panel (a) are for all tradable. Data in panels (b)-(d) are for all manufacturers.
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